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From AI Models to AI 
Systems



Problem Statement
AI IS POWERFUL.
BUILDING AI SYSTEMS IS 
STILL HARD.

The hidden engineering problems 
behind agents, workflows, real-
time AI and production systems.
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1.  ANALYZE

Choose the right approach

• Agent Based App or Business Workflow
• Define Users, Goals, Data and Tools

6 Pillars

2. DEVELOPMENT

Build the intelligence layer

• Agent, Prompts & Workflows
• Connect Models, Tools & Knowledge

3. TESTING

Validate before users do

• Agent behavior & Workflow paths
• Quality, Safety & Performance

4. PRODUCTION

Run reliably at scale

• Deploy, secure and manage enviornments.
• Scale real-time workloads

5. OBSERVABILITY

See what is happening

• Trace Agents, Tools & Events
• Monitor Usage, Failures & Anomalies

6. EVALUATION

Measure & Improve

• Accuracy, Relevance & User feedback
• Optimize prompts, models & workflows 
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LLM APIs Prompts RAG

What we think AI Development Looks 
like:

Thats it?
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What AI Engineering Actually Looks Like

The model is only one component — the real product is the engineering system around it.

Models

Multi-model selection
Routing + fallbacks
Models Supported by AWS Bedrock

Prompt + Context

Prompt engineering
Cross-model validation
Versioning, context limits + cost

RAG + Knowledge

Embedding storage
What to store / retrieve
Chunking: freshness - access

Evaluation + Guardrails

Quality evaluation
input / output controls
permissions - escalation

Observability

Logs + traces
Workflow graphs
Cost - latency - failures

Orchestration + Multi-Agent

Agent communication
Event-driven / request-response
Context sharing + memory

DNOTIFIER
Unified AI Infrastructure

Workflows + Human-in-Loop

Automatic + single-execution
Approval / escalation gates
Continue after human input

Production Engineering

Maintainability + scalability
Cloud + on-prem + hybrid
Reliability + deployment 
controls

Build → Test → Deploy → Run → Observe → Evaluate → Improve
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Models
One workflow. Multiple models.

01

Customer
Application

02

Document
Extraction

Y Model

03

Fraud
Screening

X Model

04

Credit Risk
Assessment

Y Model

05

Decision
Support

X Model

06

Human
Review

Fallback

Different banking tasks require different model strengths.

if unavailable
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Prompt + Context

Prompt engineering

Customer 
Question

Why was my 
payment declined?

Prompt 
Template

Intent + response 
rules

Context 
Assembly

Account type + 
policy + recent 
transaction

Cross-Model 
Validation

Check answer and 
confidence

Grounded 
Response

Explain next step 
clearly

Versioning
revise and retry

Context limits + cost

Better prompts are useful. Relevant context makes them reliable.

01 02 03 04 05
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RAG + Knowledge
Ground the answer in the knowledge that matters.

Customer
Question

What documents do
I need for a business 

loan?

Knowledge
Sources

Loan policies +
product guidelines

Chunking

Break content into
usable sections

Embedding
Storage

Store searchable 
knowledge

Relevant
Context

Find the right
policy passages

Grounded
Answer

Respond from
retrieved

knowledge

What to store / 
retrieve

Retrieval quality shapes answer quality.

01 02 03 0
4

05 06

Freshness

keep knowledge current Access
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Evaluation + Guardrails
Trust is engineered before the workflow reaches production.

Customer
Input

Input
Controls

Model
Response

Quality
Evaluation

Output
Controls

Human
Escalation

01 02 03 04 05 06

permissions accuracy + relevance policy checks escalation

unsafe or uncertain output
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Observability
You cannot improve what you cannot see.

Customer 
Request

Agent
Workflow

Model
Call

Knowledge 
Retrieval

Final 
Response

OBSERVABILITY LAYER

Logs + traces Workflow graphs Cost • latency • 
failures

Trace the path. Find the failure. Improve the system.

01 02 03 04 05
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Orchestration + Multi-Agent
Complex work is coordinated, not handed to one agent.

Customer 
Request

Business Loan 

Application

Orchestrator

Coordinates tasks and 

routes requests

Request / 

Response

Document 
Agent

Agent 

communication

Risk Agent

Policy Agent

Shared 
Context

Context sharing + 

memory

Decision 
Support

Recommendations for 

underwriters
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Workflow + Human-in-Loop
Automation moves fast. People make the consequential calls.

Transaction 
Alert

Automated 
Checks

Risk 
Summary

Approval / 
Escalation Gate

Human 
Review

Continue 
After Human 

Input

continue after human input

Automation handles the routine. 
People handle the consequential.

01 02 03 04 05 06

automated 
execution

approval gate escalation gate
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Production Engineering

PRODUCTION FOUNDATIONS

Application 

Workflow

Maintainability + 

Scalability

Cloud • On-Prem Hybrid

portable

Reliability + 
Deployment 

Controls

observable

Production Service

Built for change. Deployed with confidence.

versioned controlled release
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From AI Models to AI Systems

Unified AI Infrastructure

Multi-Model 
Selection

Prompt +
Context Engineering

RAG + 
Knowledge

Production 
Engineering

Orchestration + 
Multi-Agent

Resumable 
Workflows

Workflows + 
Human-in-Loop

Observability

Build. Run. Observe. Improve.
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THANK YOU

Presented by :
Hamza Q.
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